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How	  to	  win	  Graph500	  
-‐-‐	  A	  Challenge	  to	  Graph500	  Benchmark	  -‐-‐	  　	



Contents	
•  Applica:ons	  of	  Graph	  Analysis	  
• Graph500	  and	  Green	  Graph500	  
benchmarks	  and	  our	  Achievements	  

•  Tutorials	  (Using	  SoEware	  packages)	  
– Graph500	  (Op:mized	  implementa:on)	  
– Netal	  	  (NETwork	  Analysis	  Library	  )	  

•  Future	  of	  Graph	  Analysis	  



•  JST(Japan	  Science	  and	  Technology	  Agency)	  CREST(Core	  Research	  
for	  Evolu:onally	  Science	  and	  Technology)	  Project	  (Oct,	  2011	  ～ 
March,	  2017)	  	  

•  Winner	  of	  8th	  and	  10th	  Graph	  500	  benchmarks,	  and	  1st	  〜	  5th	  
Green	  Graph	  500	  benchmarks	  

•  3	  groups,	  over	  60	  members	  
1.  Fujisawa-‐G	  (Kyushu	  University)	  :	  Large-‐scale	  Mathema:cal	  Op:miza:on	  	  
2.  Suzumura-‐G	  (University	  College	  Dublin,	  Ireland)	  :	  Large-‐scale	  Graph	  Processing	  
3.  Sato-‐G	  (Tokyo	  Ins:tute	  of	  Technology)	  :	  Hierarchical	  Graph	  Store	  System	  

•  InnovaGve	  Algorithms	  and	  implementaGons	  
•  Op:miza:on,	  Searching,	  Clustering,	  Network	  flow,	  etc.	  

•  Extreme	  Big	  Graph	  Data	  for	  emerging	  applica:ons	  
•  230	  ~	  242	  nodes	  and	  240	  ~	  246	  edges	  
•  Over	  1M	  threads	  are	  required	  for	  real-‐:me	  analysis	  

•  Many	  applica:ons	  on	  post	  peta-‐scale	  supercomputers	  
•  Cyber	  security	  and	  social	  networks	  
•  Op:mizing	  smart	  grid	  networks	  
•  Health	  care	  and	  medical	  science	  

Advanced	  Compu:ng	  and	  Op:miza:on	  Infrastructure	  	  
for	  Extremely	  Large-‐Scale	  Graphs	  on	  Post	  Peta-‐Scale	  Supercomputers	



Background	
•  The	  extremely	  large-‐scale	  graphs	  that	  
have	  recently	  emerged	  in	  various	  
applicaGon	  fields　	  
–  US	  Road	  network	  	  	  	  :	  	  	  	  58	  million	  edges	  
–  Twi`er	  fellow-‐ship	  :	  1.47	  billion	  	  edges	  
–  Neuronal	  network	  :	  	  	  100	  trillion	  	  edges	  

89	  billion	  nodes	  &	  100	  trillion	  edges	
Neuronal	  network	  @	  Human	  Brain	  Project	

Cyber-‐security	

TwiZer	

US	  road	  network	
24	  million	  nodes	  &	  58	  million	  edges	 15	  billion	  log	  entries	  /	  day	  

Social	  network	

•  Fast	  and	  scalable	  graph	  processing	  by	  using	  HPC	  

61.6	  million	  nodes	  
	  &	  	  1.47	  billion	  edges	  
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No. of nodes 
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K	  computer:	  82944	  nodes	  
Graph500:	  38621	  GTEPS	The	  size	  of	  graphs	



USA	  road	  network： 24	  million	  verGces	  &	  58	  million	  edges 
A	  shortest	  path	  from	  San	  Diego	  to	  Augusta	  

（Red：distance、Blue：:me）:	  hZp://opt.imi.kyushu-‐u.ac.jp/	



Lv	 Fron:er	  size	 Freq.	  (%)	   Cum.	  Freq.	  (%)	  
0	   1	  	   0.00	  	   0.00	  	  
1	   7	  	   0.00	  	   0.00	  	  
2	   6,188	  	   0.01	  	   0.01	  	  
3	   510,515	  	   1.23	  	   1.24	  	  
4	   29,526,508	  	   70.89	  	   72.13	  	  
5	   11,314,238	  	   27.16	  	   99.29	  	  
6	   282,456	  	   0.68	  	   99.97	  	  
7	   11536	  	   0.03	  	   100.00	  	  
8	   673	  	   0.00	  	   100.00	  	  
9	   68	  	   0.00	  	   100.00	  	  

10	   19	  	   0.00	  	   100.00	  	  
11	   10	  	   0.00	  	   100.00	  	  
12	   5	  	   0.00	  	   100.00	  	  
13	   2	  	   0.00	  	   100.00	  	  
14	   2	  	   0.00	  	   100.00	  	  
15	   2	  	   0.00	  	   100.00	  	  

Total	 41,652,230	  	   100.00	  	   -‐	  

TwiZer	  network	  (ApplicaGon	  of	  BFS)	

41	  million	  ver:ces	  and	  1.47	  billion	  edges	  

FronGer	  size	  in	  BFS	  
	  	  	  	  	  	  	  	  	  	  	  	  	  with	  source	  as	  User	  21,804,357	

Follow-‐ship	  network	  2009	

User	  i	

User	  j	

(i,	  j)-‐edge	

Our	  NUMA-‐opGmized	  BFS	  
on	  4-‐way	  Xeon	  system	

70	  ms	  /	  BFS	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  ⇒	  21.28	  GTEPS	

Six-‐degrees	  of	  separaGon	



Lv	 Fron:er	  size	 Freq.	  (%)	   Cum.	  Freq.	  (%)	  
0	   1	  	   0.00	  	   0.00	  	  
1	   7	  	   0.00	  	   0.00	  	  
2	   6,188	  	   0.01	  	   0.01	  	  
3	   510,515	  	   1.23	  	   1.24	  	  
4	   29,526,508	  	   70.89	  	   72.13	  	  
5	   11,314,238	  	   27.16	  	   99.29	  	  
6	   282,456	  	   0.68	  	   99.97	  	  
7	   11536	  	   0.03	  	   100.00	  	  
8	   673	  	   0.00	  	   100.00	  	  
9	   68	  	   0.00	  	   100.00	  	  

10	   19	  	   0.00	  	   100.00	  	  
11	   10	  	   0.00	  	   100.00	  	  
12	   5	  	   0.00	  	   100.00	  	  
13	   2	  	   0.00	  	   100.00	  	  
14	   2	  	   0.00	  	   100.00	  	  
15	   2	  	   0.00	  	   100.00	  	  

Total	 41,652,230	  	   100.00	  	   -‐	  

TwiZer	  network	  (ApplicaGon	  of	  BFS)	
41	  million	  ver:ces	  and	  1.47	  billion	  edges	   FronGer	  size	  in	  BFS	  

	  	  	  	  	  	  	  	  	  	  	  	  	  with	  source	  as	  User	  21,804,357	

Six-‐degrees	  of	  separaGon	



Centrality	  :	  vertex	  measures	  its	  rela:ve	  
importance	  within	  a	  graph	



Highway 

Bridge 

Betweenness centrality (BC) 
•  Definition 

CB(v) =
∑

s!v!t∈V

σst(v)
σst

σst : number of shortest (s, t)-paths

σst(v) : number of shortest (s, t)-paths passing through vertex v

2 / 2

CB(v) =
∑

s!v!t∈V

σst(v)
σst

σst : number of shortest (s, t)-paths

σst(v) : number of shortest (s, t)-paths passing through vertex v

2 / 2

: # of (s,t)-shortest paths 
: # of (s,t)-shortest paths 
  passing throw v 

Osaka road network 
13,076 vertices and 40,528 edges 

High	  score	  vertex/edge	  ＝	  Important	  place	  
c.g.)	  Highway,	  Bridge 

•  BFS => one-to-all 
•  <#vertices> times BFS => all-to-all 

•  BC requires the all-to-all shortest paths 

•  BC measures important vertices 
and edges without coordinates 

=>	  13,076	  times	  BFS	  computations 



Fukuoka road network(1.5 million people) 

# of nodes:    314,571 
# of edgs       694,906 

Graph 

Computation time  
 2m 30s (180 CPU cores) 

Betweenness centrality HP	  ProLiant	  m710	  	  
Server	  cartridge	  	   



Betweenness centrality 

Open Street Map 
https://mapzen.com/
metro-extracts 

Tokyo	  Area	  in	  Japan	  
40	  million	  people	  

Graph 

Computation Time  
 98h 27m 37s 

 # nodes   6,509,809 
 # edges 14,460,834 

Huawei RH5885H V3 
CPU ：Intel Xeon E7-4890 x 4  
Memory ：2.0TB (32GB 
LRDIMM x 64 DIMMs) 



North area of Osaka City, Japan 

Graph	  Size 
# of nodes : 2,933 
# of edges : 8,924 

Tsunami	  will	  come	  	  
from	  the	  west 



Betweenness centrality; BC 

Betweenness	  centrality	  of	  a	  node	  v	  is	  the	  sum	  of	  the	  fraction	  of	  all-‐
pairs	  shortest	  paths	  that	  pass	  through	  v: 

s-t shortest paths 



Current_flow_betweenness_centrality 
 

Current-‐flow	  betweenness	  centrality	  uses	  an	  electrical	  current	  model	  for	  information	  
spreading	  in	  contrast	  to	  betweenness	  centrality	  which	  uses	  shortest	  paths. 



closeness_centrality 

Closeness	  centrality	  at	  a	  node	  is	  1/average	  distance	  to	  all	  other	  nodes. 



communicability_centrality 

Communicability	  centrality,	  also	  called	  subgraph	  centrality,	  of	  a	  node	  n	  is	  the	  
sum	  of	  closed	  walks	  of	  all	  lengths	  starting	  and	  ending	  at	  node	  n. 



eigenvector_centrality 

Compute	  the	  eigenvector	  centrality	  for	  the	  graph	  G.	  
Uses	  the	  power	  method	  to	  find	  the	  eigenvector	  for	  the	  largest	  eigenvalue	  of	  the	  adjacency	  
matrix	  of	  G. 



katz_centrality 

Katz	  centrality	  computes	  the	  relative	  influence	  of	  a	  node	  within	  a	  network	  by	  measuring	  the	  
number	  of	  the	  immediate	  neighbors	  (first	  degree	  nodes).	   



pagerank 



All pairs shortest path problems for USA road network 
4-way Opteron 6174 2.3 GHz (12 cores x 4), 256 GB, GCC-4.6.0 

No. of nodes = 23,947,347, No. of edges m = 58,333,344 

Algorithm	 Comp. Time	 ratio	

Dijkstra’s algorithm	 512 Years	 --	

Δ-stepping	 9.1 Years	 60	

Multi-Level Buckets	 4.9 Years	 110 	

MSLC + NUMA optimized	 7.8 Days	 24,000 	

No. of nodes = 2,758,119, No. of edges m = 6,885,658 
Computation of 4 centralities for USA road network (Great Lakes) 

4-way Opteron 6174 2.3 GHz (12 cores x 4), 256 GB, GCC-4.6.0 

closeness 

graph betweenness 

stress 
Computation time : 19.35 hours 

GraphCT : Georgia Tech 
20.6 Days (Only BC) 



§ New Graph Search Based Benchmarks for Ranking 
Supercomputers 	

§  BFS (Breadth First Search) from a single node on a static, undirected 
Kronecker graph with average vertex degree edgegactor (=16). 

§ No. of Nodes = 2SCALE,  Average degree = 16

§ Performance Metrics：                                              
     TEPS(Traversed Edges per Second) : Graph 500 

     TEPS/W (Traversed Edges per Second / Watt) : Green Graph500 

Graph 500 and Green Graph500 Benchmarks

Step.
1.  Generate edgelist
2.  Construct Graph（CSR format）
3.  BFS
4.  Validation

Repeat 64 times for randomly 
selected source vertices



Benchmark Flow 

Graph (Edge List)  Generation	

Graph Construction 
(Conversion to any space-efficient format such 

as CSR or CSC) 	

Breadth First Search 
(Reference or Customized Impl.)  	

Validation for BFS tree (5 rules) 	

64 times  
iterations	

Kernel 1	

Kernel 2	

1

2

2

3

1

2

3

Sampling 64 Search Keys	



Graph500 Benchmark 
•  Measures a performance of irregular memory accesses 
•  TEPS score (# of Traversed edges per second) in a BFS 

SCALE & edgefactor (=16) 

Median 
TEPS 

1.  Generation 

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

3.  BFS x 64 2.  Construction 

 x 64 

TEPS ratio 

•  Generates synthetic scale-free network with 2SCALE vertices and 
2SCALE×edgefactor edges by using SCALE-times the Recursive 
Kronecker products 

www.graph500.org 

G1 G2 G3 G4

Kronecker graph 

Input parameters for problem size 



Green Graph500 Benchmark 
•  Measures power-efficiency using TEPS/W score 
•  Our results on various systems such as SGI UV series and 

Xeon servers, Android devices 

http://green.graph500.org 

Median 
TEPS 

1. Generation 

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

- SCALE
- edgefactor

- SCALE
- edgefactor
- BFS Time
- Traversed edges
- TEPS

Input parameters ResultsGraph generation Graph construction

TEPS
ratio

ValidationBFS

64 Iterations

3.  BFS phase 

2. Construction 
 x 64 

TEPS ratio 

Watt 
TEPS/W 

Power measurement 
Green Graph500 

Graph500 



Graph CREST	

n Data Enrichment 
n Easily PB of data 
n 例） Maritime Domain Awareness 
・Hundreds of Millions of Transponders 
・Tens of Thousands of Cargo Ships 
・Tens of Millions of Pieces of Bulk    　　 
　Cargo 
・May involve additional data 

Five Business Areas --- Graph500	

26 Copyright 2012 Graph CREST 

n Symbolic Network 
n 例) the Human Brain 
n 25 billion neurons 
n 7,000+ connections  
   per Neuron 

n Cybersecurity 
n 15 billion log entries/day 
n Full data scan required 

n Medical Informatics 
n 50 million patient records, with 20 

to 200 records per patient, billions 
of individuals 

n Entry resolution important 

n Social Networks 
n 例） 
n Nearly unbounded dataset size 



Target networks 
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Target networks on Smartphone 
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Target networks on Single-server 
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Graph500 (SCALE29) 
・4-way Intel Xeon (64 cores) 

Graph500 (SCALE20) 
・Smartphone (4 cores) 
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Target networks on UV2000 
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Target networks on Supercomputer 
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l  Multiple nodes and multiple processes
l  Multiple CPUs (K computer, TSUBAME 2.0, Fujitsu FX10, TSUBAME 

KFC) 
l  38621.4GTEPS, 1st  position in 10th Graph500 list

l  Multiple CPUs and GPUs (TSUBAME 2.0 & TSUBAME KFC)
l  317GTEPS, 4th position in 4th Graph500 list 
l  6.72GTEPS/kW, 1st position in 2nd  Green Graph500 list (Big) 

l  Single node and single process
l  NUMA optimized and multiple threads (SGI Altix UV2000, 4-way Intel 

Xeon server)
l  174.7GTEPS, 40th position in 10th Graph500 list (world fastest 

implementation for single node
l  Multiple threads and power efficient (Android tablet, Android based 

smart phone)
l  153.2 GTEPS/kW, 1st position in 2nd Green Graph500 list (Small) 

Our implementations for Graph500 and Green Graph500



Overall  Performance  of  Distributed  BFS�
}  We propose an optimized method based on 2D based partitioning and other various 

optimization methods  such as communication compression and vertex sorting. 
}  We developed CPU implementation and GPU implementation. 
}  Our optimized GPU implementation can solve BFS (Breadth First Search) of large-scale 

graph with 235 （34.4 billion）vertices and 239 （550 billion）edges for 1.733 seconds with 
1366 nodes and 4096 GPUs on TSUBAME 2.0  ⇒ 317 GTEPS 

}  1.5  times  faster  than  CPU  implementation.�
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l  Multiple nodes and multiple processes
l  Multiple CPUs (K computer, TSUBAME 2.0, Fujitsu FX10, TSUBAME 

KFC) 
l  38621.4GTEPS, 1st  position in 10th Graph500 list

l  Multiple CPUs and GPUs (TSUBAME 2.0 & TSUBAME KFC)
l  317GTEPS, 4th position in 4th Graph500 list 
l  6.72GTEPS/kW, 1st position in 2nd  Green Graph500 list (Big) 

l  Single node and single process
l  NUMA optimized and multiple threads (SGI Altix UV2000, 4-way Intel 

Xeon server)
l  174.7GTEPS, 40th position in 10th Graph500 list (world fastest 

implementation for single node
l  Multiple threads and power efficient (Android tablet, Android based 

smart phone)
l  153.2 GTEPS/kW, 1st position in 2nd Green Graph500 list (Small) 

Our implementations for Graph500 and Green Graph500



Green Graph500 on Xperia-A-SO-04E 
fast and energy-efficiency 

5 Energy Efficiency of Our BFS

Thus far, we have discussed the BFS performance in terms of only the speed. This
section discusses the BFS performance of our implementation in terms of energy
efficiency. As an energy-efficient machine environment, we use Android-based
devices, which have highly energy-efficient ARM or Snapdragon processors. We
develop a native binary code based on the C/C++ programming language by
using the Android native development kit (NDK). The Android NDK supports
multithreaded computation using the OpenMP library and the atomic functions
of the GCC extension. It enables binary code to be transferred to the device and
then be execute using Android developer tools. This developer environment was
published on the Android Developers website 3.

Fig. 5 shows the performance of our BFS and the reference BFS on Sony’s
Android-based XperiaA SO-04E smartphone, which has a Qualcomm Snap-
dragon S4 Pro APQ8064 1.5 GHz processor and 2 GB RAM. Our BFS is as-
sumed to be executed on a NUMA architecture system. It is difficult to achieve
high performance directly using NUMA-optimized speedup techniques on a sin-
gle CPU. However, we designed this algorithm to reduce unnecessary memory
accesses and overheads of atomic operations, and as a result, we could achieve
high performance even on Android devices, which do not have a NUMA ar-
chitecture system. This figure shows that the reference code causes performance
degradation. In comparison, our BFS achieves a maximum performance of 477.63
MTEPS for a Kronecker graph with scale 20 on XperiaA SO-04E with 4 threads.
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Fig. 5. MTEPS of reference BFS and our BFS on XperiaA SO-04E.

Table 10 summaries the energy efficiency in terms of MTEPS, effective power
(W), and MTEPS/W for BFS on a Kronecker graph with scale 20. The table
shows that all algorithms have an effective power of around 3.0 W for BFS exe-

cution, suggesting that the effective power is not strongly affected by the number
of threads and the algorithm used. With regard to energy-efficient computation,
our BFS is around 100 times faster than the reference code for roughly the
same effective power of 3.0 W; specifically, our BFS shows an energy-efficient
performance of 153.17 MTESP/W.

Table 10. Energy efficiency of BFS for Kronecker graph with on XperiaA SO-04E.

Implementation SCALE MTEPS watt MTEPS/W
Reference (p = 1) 20 3.25 3.15 1.03
Reference (p = 4) 20 4.58 3.22 1.42

This study (p = 1) 20 136.29 3.23 42.25
This study (p = 2) 20 248.08 2.99 82.92
This study (p = 4) 20 477.63 3.12 153.17

Table 11 summarizes the energy efficiency of our BFS on various devices. The
Android-based Sony Xperia-A-SO-04E and ASUS Nexus 7 (2013 version) shows
high MTEPS/W values. In comparison, the Sandybridge-EP system shows high
TEPS but only moderate energy efficiency. Finally, the Altix UV1000 system is
faster than the Sandybridge-EP system but requires more effective power.

Table 11. Energy efficiency of BFS for a Kronecker graph.

Machine spec. SCALE GTEPS MTEPS/W
Sony Xperia-A-SO-04E 20 0.478 153.17
ASUS Nexus 7 (2013 version) 20 0.534 129.63
Sandybridge-EP 27 29.034 45.43
Sandybridge-EP (2.7GHz) 27 31.648 41.01
Altix UV1000 (one-rack) 30 37.659 1.89

6 Conclusion

In this study, we investigate the major bottleneck in our previous NUMA-
optimized BFS algorithm and apply degree-aware speedup techniques to it. Our
new implementation achieved a BFS search performance of 31.65 GTEPS on
37.66 GTEPS on an SGI Altix UV1000 and a 4-way Intel Xeon E5-4650 system,
which were ranked as the 50th (fastest on single node) and 51st (fastest on single
server) best performances on the Graph500 list in November 2013, respectively.
In addition, our BFS performance on a Sony Xperia-A-SO-04E and ASUS Nexus
7 (2013 version) was ranked as the first and second best performances in terms
of energy efficiency on the Green Graph500 list in November 2013, respectively.

Acknowledgments. This research was supported by the Core Research for
Evolutional Science and Technology (CREST) program of the Japan Science
and Technology Agency (JST) and by the JAIST Research Center for Advanced
Computing Infrastructure.

100+ times faster than ref. code 

  1,048,576 (= 220) vertices, 16,777,216 (= 224) edges 

Same amount of  
Power-consumption 

Smartphone 
SONY Xperia-A-SO-04E 
CPU : 4-core Snapdragon 

RAM : 2 GB 

Rank.1 

p	  is	  #	  of	  threads 



l  Multiple nodes and multiple processes
l  Multiple CPUs (K computer, TSUBAME 2.0, Fujitsu FX10, TSUBAME 

KFC) 
l  38621.4GTEPS, 1st  position in 10th Graph500 list

l  Multiple CPUs and GPUs (TSUBAME 2.0 & TSUBAME KFC)
l  317GTEPS, 4th position in 4th Graph500 list 
l  6.72GTEPS/kW, 1st position in 2nd  Green Graph500 list (Big) 

l  Single node and single process
l  NUMA optimized and multiple threads (SGI Altix UV2000, 4-way Intel 

Xeon server)
l  174.7GTEPS, 40th position in 10th Graph500 list (world fastest 

implementation for single node
l  Multiple threads and power efficient (Android tablet, Android based 

smart phone)
l  153.2 GTEPS/kW, 1st position in 2nd Green Graph500 list (Small) 

Our implementations for Graph500 and Green Graph500



Hybrid BFS for low-diameter graph 
•  Efficient for Low-diameter graph 

–  scale-free and/or small-world property such as social 
network. 

•  At higher ranks in Graph500 benchmark 
•  Hybrid algorithm 

–  combines top-down algorithm and bottom-up algorithm 
–  reduces unnecessary edge traversal 

FronGer	

Neighbors	

Level	  k	

Level	  k+1	

FronGer	
Level	  k	

Level	  k+1	
neighbors	

Top-‐down	  algorithm	 BoZom-‐up	  algorithm	

switch	

Efficient	  for	  a	  small-‐fron:er	 Efficient	  for	  a	  large-‐fron:er	

[Beamer2011,	  2012]	

FronGer	  <	  neighbor	 FronGer	  >	  neighbor	



Frontier 
Level k 

Level k+1 
Neighbors Frontier 

Neighbors Level k 
Level k+1 

Candidates of 
neighbors 

前方探索と後方探索でのデータアクセスの観察
• 前方探索でのデータの書込み

v→ w

v

w

Input : Directed graph G = (V, AF ), Queue QF

Data : Queue QN , visited, Tree π(v)

QN ← ∅
for v ∈ QF in parallel do

for w ∈ AF (v) do
if w ! visited atomic then
π(w)← v
visited← visited ∪ {w}
QN ← QN ∪ {w}

QF ← QN

• 後方探索でのデータの書込み

w→ v

v w

Input : Directed graph G = (V, AB), Queue QF

Data : Queue QN , visited, Tree π(v)

QN ← ∅
for w ∈ V \ visited in parallel do

for v ∈ AB(w) do
if v ∈ QF then
π(w)← v
visited← visited ∪ {w}
QN ← QN ∪ {w}
break

QF ← QN

• どちらも wに関する変数 π(w)と visitedに書込みを行っている (vは点番号の参照)

6 / 12

Direction-optimizing BFS 
Top-down direction 
•  Efficient for small-frontier 
•  Uses out-going edges 

Bottom-up direction 
•  Efficient for large-frontier 
•  Uses in-coming edges 

前方探索と後方探索でのデータアクセスの観察
• 前方探索でのデータの書込み

v→ w

v

w

Input : Directed graph G = (V, AF ), Queue QF

Data : Queue QN , visited, Tree π(v)

QN ← ∅
for v ∈ QF in parallel do

for w ∈ AF (v) do
if w ! visited atomic then
π(w)← v
visited← visited ∪ {w}
QN ← QN ∪ {w}

QF ← QN

• 後方探索でのデータの書込み

w→ v

v w

Input : Directed graph G = (V, AB), Queue QF

Data : Queue QN , visited, Tree π(v)

QN ← ∅
for w ∈ V \ visited in parallel do

for v ∈ AB(w) do
if v ∈ QF then
π(w)← v
visited← visited ∪ {w}
QN ← QN ∪ {w}
break

QF ← QN

• どちらも wに関する変数 π(w)と visitedに書込みを行っている (vは点番号の参照)

6 / 12

Current frontier 

Unvisited 
neighbors 

Current frontier 

Candidates of 
          neighbors 

Skips unnecessary edge traversal 

Outgoing 
edges Incoming 

edges 

Chooses direction from Top-down or Bottom-up Beamer2012 @ SC2012 



# of traversal edges of Kronecker graph with SCALE 26 

Hybrid-BFS reduces 
     unnecessary edge traversals 

Direction-optimizing BFS 

Top-down 幅優先探索に対する前方探索 (Top-down)と後方探索 (Bottom-up)

Level Top-down Bottom-up Hybrid
0 2 2,103,840,895 2
1 66,206 1,766,587,029 66,206
2 346,918,235 52,677,691 52,677,691
3 1,727,195,615 12,820,854 12,820,854
4 29,557,400 103,184 103,184
5 82,357 21,467 21,467
6 221 21,240 227

Total 2,103,820,036 3,936,072,360 65,689,631
Ratio 100.00% 187.09% 3.12%

6 / 14

Bottom-up 

Top-down 

Distance from source 
|V| = 226, |E| = 230 

= |E| 

Chooses direction from Top-down or Bottom-up Beamer @ SC12 

for small frontier for large frontier 

Large  
frontier 



NUMA architecture 

RAM RAM

processor core & L2 cache

8-core Xeon E5 4640shared L3 cache

RAM RAM

Memory access for Local RAM（Fast） 

Memory access for Remote RAM（Slow） 

•  Reduces and avoids memory accesses for Remote RAM 

•  4-way Intel Xeon E5-4640 (Sandybridge-EP) 
–  4 (# of CPU sockets) 
–  8 (# of physical cores per socket) 
–  2 (# of threads per core) 

4 x 8 x 2 = 64 threads 

NUMA node 

Max. 

NUMA-aware (optimized) computation 
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NUMA-optimized BFS 
•  Clearly separated to accessing for local and remote memory 

–  Edge traversal on Local RAM 
–  All-gather of local queues and bitmaps for Remote RAM 

NUMA-‐optimized	  
Top-‐down 

NUMA-‐optimized	  
Bottom-‐up 

Large	  frontier? Marging	  local	  frontier	  
queues 

Yes 

No 

For each level,
Traversal on local memory Swap on L/R memory 

QN1 

QN0 

QN3 
QF 

QN2 

QF QN2 

•  Searches	  local	  neighbors	  
from	  local	  copied	  frontier	  

•  Out-going edges for Top-down 
•  In-coming edges for Bottom-up 

NUMA-opt. requires two CSR graphs 

※	  Not	  same	  for	  undirected	  graph 
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•  Manages memory accesses on a NUMA system 
carefully. 

Top-‐down Top-‐down 

Bottom-‐up	  

Top-‐down 

CP
U
 

RA
M
 

NUMA-‐aware Bottom-‐up	  

Top-‐down 

CP
U
 

RA
M
 

NUMA-‐aware 

Our previous result (2013) 

RAM RAM

processor core & L2 cache

8-core Xeon E5 4640shared L3 cache

RAM RAM

RAM RAM

processor core & L2 cache

8-core Xeon E5 4640shared L3 cache

RAM RAM

RAM RAM

processor core & L2 cache

8-core Xeon E5 4640shared L3 cache

RAM RAM0th 3th 

1st 2nd 

0 1 2 3

Adjacency matrix 

binds a partial adjacency matrix 
into each NUMA nodes. 

Binding using our library 

NUMA nodes 



adjacency vertex w, the maximum degree of which is given
by:

AB+(v) = arg max
w∈AB(v)

{|dG(w)|} , v ∈ V . (10)

We now explain the construction of AB+(v) and AB−(v)
for each vertex v ∈ V . First, the given adjacency vertices

AB(v) =
{
w0, w1, ..., wdegG(v)−1

}
(11)

are sorted by out-degree as follows:

degG(w0) ≥ degG(w1) ≥ ... ≥ degG(wdegG(v)−1). (12)

The sorted A(v) is then separated as follows:

AB+(v) = {w0} , AB−(v) =
{
w1, ..., wdegG(v)−1

}
. (13)

This graph representation requires an additional computa-
tional overhead for sorting the adjacency vertex list, but does
not require increased memory. We focus on the fact that half
of the total number of vertices are zero-degree vertices. This
property does not significantly affect the performance of the
top-down search. However, the bottom-up search is affected,
because the frontier is searched from all unvisited vertices,
including zero- and nonzero-degree vertices. To avoid the
access cost associated with zero-degree vertices, we propose
zero-degree vertex suppression, which renumbers the vertex ID
of all nonzero vertices during graph construction. Algorithm 4
describes the degree-aware bottom-up BFS. This uses a graph
representation that separates the highest-degree adjacency ver-
tex AB+ and the remaining adjacency vertices AB−. This
algorithm separates two major loops involved in this process,
namely lines 3–8 and lines 9–15.

F. Sorting Vertex Indices by Out-degree (Proposal)

In this section, we propose a vertex sorting technique that is
similar to that in [31]. Our new graph representation combines
our degree-aware speedup technique and a vertex sorting
technique based on a NUMA-aware implementation. First, in
the graph construction, our vertex sorting technique constructs
vertex indices {0, 1, ..., n− 1} as follows:

degG(v0) ≥ degG(v1) ≥ ... ≥ degG(vn−1).

A degree-aware graph representation is then constructed using
only those vertices with non-zero degree. In Table V, our
speedup techniques for a Kronecker graph are compared with
SCALE 27 on a SandyBridge-EP system. The results show
that our new algorithm is 1.47 (= 42.5

29.0 ) times faster than our
previous method. The entire speedup is 8.33 (= 42.5

5.1 ) times
faster than that of the original direction-optimizing algorithm.
This technique improves the locality of memory accesses.
More details of this are given in the next section.

Algorithm 4: Degree-aware Bottom-up BFS
Input : NUMA node indices k ∈ {0, 1, ..., ℓ− 1},

NUMA-local threads T = {Tk}, directed graph
G = {Gk} = {(Vk, A

B+
k , AB−

k )}, duplicated frontier
queues CQ = {CQk}, visited vertices VS = {VSk},
and predecessor map π = {πk}.

Output: Neighbor queues NQ = {NQk}.
1 Procedure Degree-aware-NUMA-Bottom-up(G,CQ,VS,π)
2 NQk ← ∅
3 for w ∈ Vk \ VSk parallel(Tk) do
4 v ← AB+

k (w)
5 if v ∈ CQk then
6 πk(w)← v
7 VSk ← VSk ∪ {w}
8 NQk ← NQk ∪ {w}

9 for w ∈ Vk \ VSk parallel(Tk) do
10 for v ∈ AB−

k (w) do
11 if v ∈ CQk then
12 πk(w)← v
13 VSk ← VSk ∪ {w}
14 NQk ← NQk ∪ {w}
15 break

16 return NQk

TABLE V: Comparison of Our Speedup Techniques.

Implementation SCALE TEPS
Dir. Opt. (baseline) [4], [5] 28 5.1 G
+ NUMA Opt. [35] 27 10.9 G
+ NUMA Opt. + Degree Opt. [36] 27 29.0 G
This paper (DG-V)
+ NUMA Opt. + Degree Opt. + Vertex Sorting 27 42.5 G

G. Implementation Variants (Proposal)

We have various implementations that use graph represen-
tations and queue data structures for a subset of vertices. Our
NUMA-optimized BFS algorithm needs two types of graph
representation: GF for use with Top-down policies, called a
Forward graph, and GB for use on Bottom-up policies, called
a Backward graph. This model achieves high performance on a
NUMA system with a few CPU sockets. However, the memory
requirements of this model are O(n+m

ℓ ) for GF and O(n+m
ℓ )

for GB for each NUMA node on an ℓ-way NUMA system.
Note that the forward graph requires more memory than the
backward graph, because the memory usage of the index array
in the forward graph does not depend on the number of NUMA
nodes ℓ.

The performance characteristics of BFS implementations,
such as the memory requirements and number of memory
accesses, differ for each data structure used. Our BFS im-
plementations use vertices for the current queue CQ and next
queue NQ, and visited vertices VS are represented by a Sparse-
vector (V ), Bitmaps (B), or Bitmaps-and-summary (S). V is
one of the simplest representations for a subset of vertices,
and represents each vertex index using each element of the

Proposal; Sorting Vertex Indices by Out-degree 

•  Combines following techniques; 
–  Yasui et al. (ISC’14)’s the degree aware 
optimizations 

•  Ignoring the zero-degree vertices 
•  sorting vertices in each adjacent list 

–  Ueno et al. (HPDC’12)’s the vertex sorting 
•  renumbering vertex indices by degree 

•  Kronecker graph has many zero-degree (isolated) vertices 
–  c.g.) SCALE32; more than half of all vertices 

2.66X by Yasui’s 

1.47X by Ueno’s 

Graph500 benchmark on a 4-way Intel Xeon 

NUMA 
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•  Manages memory accesses on NUMA system 
–  Each NUMA node contains CPU socket and local memory 

Top-‐down Top-‐down 

Bottom-‐up	  

Top-‐down 

CP
U
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NUMA-‐aware Bottom-‐up	  

Top-‐down 

CP
U
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NUMA-‐aware 

2. Sorting adjacency lists by 
degree to reduce bottom-up loop 

1. Deleting isolated vertices 
Our previous result (2014) 

Isolated 

A(va) 

…
 

…
 

A(va) 

…
 

…
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Graph500 benchmark 



How to run the Graph500 benchmark 

•  Environment variables 
–  OMP_NUM_THREADS=INT ... Number of threads 

•  Options 
–  -s INT … SCALE 
–  -e INT … Edgefactor (default 16) 

Usage 

$ OMP_NUM_THREADS=2 ./graph500 -s 16 
2. Execute the Graph500 benchmark 

$ tar zxvf graph500_numa_opt_2013_coatwork.tar.gz 
$ cd graph500_numa_opt_2013_coatwork 
$ make 

1. Installation 



Execution log 
0.  NETAL header 
---------------------------------------------------------------------- 

NETAL-BD13 
---------------------------------------------------------------------- 
Implementation:         NETAL-BD13 
ULIBC version:          ULIBC (version 1.10, dummy)-HWLOC 
RAM size:               0.00 GB 
Number CPU procs:       4 (= 1 packages x 4 cores x 1 SMTs) 
COMPILER:               GCC 5.2.0 
---------------------------------------------------------------------- 
Graph instance:         Kronecker2010 
Scale, Edgefactor:      16 16 
Energy-loop:            disable 
Number of threads:      4 
Number of NUMA nodes:   1 
Affinity(major:minor):  disable:disable 
Dir. parameters:        64 4 
queue buffer size:      16384 
---------------------------------------------------------------------- 

Experiment settings 

This implementation is the updated version for following paper; 
Y. Yasui, K. Fujisawa, and K. Goto: NUMA-optimized Parallel Breadth-first Search on 
Multicore Single-node System, IEEE BigData 2013 (Acceptance rate 17.37%). 

$ OMP_NUM_THREADS=4 ./graph500 –s 16 



1.  Generating edge list 
Execution log 

## ------------------------------------------------------------ 
## Kernel-0: Generating or Parsing edge list and Sampling source vertices 
## ------------------------------------------------------------ 
    [NUMA00 on Socket000] size(E): 1.05e+06, 0.01 GB (total: 0.01 GB) 
Generating 'Kronecker2010' edges with (A,B,C,D) = (5700,1900,1900,500) 
generating kronecker edge list ... 
    Ite. 01 of 10 generates 104858 edges (total: 104858) (0.019603 s, 5.349075e+06 E/s) 
    Ite. 02 of 10 generates 104858 edges (total: 209716) (0.016570 s, 6.328149e+06 E/s) 
    Ite. 03 of 10 generates 104858 edges (total: 314574) (0.019584 s, 5.354285e+06 E/s) 
    Ite. 04 of 10 generates 104858 edges (total: 419432) (0.015809 s, 6.632779e+06 E/s) 
    Ite. 05 of 10 generates 104858 edges (total: 524290) (0.016792 s, 6.244588e+06 E/s) 
    Ite. 06 of 10 generates 104858 edges (total: 629148) (0.015598 s, 6.722503e+06 E/s) 
    Ite. 07 of 10 generates 104857 edges (total: 734005) (0.017009 s, 6.164788e+06 E/s) 
    Ite. 08 of 10 generates 104857 edges (total: 838862) (0.018647 s, 5.623277e+06 E/s) 
    Ite. 09 of 10 generates 104857 edges (total: 943719) (0.014448 s, 7.257581e+06 E/s) 
    Ite. 10 of 10 generates 104857 edges (total: 1048576) (0.014475 s, 7.243953e+06 E/s) 
done. (generated 1048576 edges) 
Generated 'Kron2010' undirected 1048576 edges (SCALE 16.00, edgefactor 16.00: n=65536, 
m=1048576) 
Takes 0.169004 seconds 
 
.... 
 

Generating 



Execution log 
2.  Constructing graph representation 
## ------------------------------------------------------------ 
## Kernel-1: graph construction 
## ------------------------------------------------------------ 
Constructing graph representation w/o self-loops and duplicated-edges ... 
Detecting graph size (0.007903 seconds) 
    Number of subgraphs    is 1 
    Number of vertices     is 65536 
    Number of edges        is 2096194 
    Number of local edges  is { 
        E[0] has 65536 nodes and 2096194 edges, 
    } 
    Number of self-loops   is 479 
    Number of broken-edges is 0 
 
Allocating NUMA graph representation ... 
    [NUMA00 on Socket000] G[0] 0.03 GB (total: 0.04 GB) 
done (0.000091 seconds) 
 
G (N= 65536 nodes, M= 2096194 edges) = { 
    G[0] = (FG: n=65536, m=2096194), (BG: n=65536 (off=   0), m=2096194 (n/N=100.0%, m/M=100.0%)) 
} 
 
Constructing degree table ... 
    ell:                                  1 
    number_of_nodes:                  65536 
    number_of_nonzero_nodes:          46802 
    number_of_zero_nodes:             18734 
    nonzero/total:               71.41418457 % 
    number_of_edges:                2096194 
    chunksize:                        65536 
 
    max( degree[  0] ):               25640 
 
    G[  0] n: 65536, m: 2096194, nz(V): 46802, z(V): 18734 
 
done (0.017838 seconds) 

Getting statistics 



Execution log 
2.  Constructing graph representation (continued) 
.... 
 
Constructing CSR indices ... done. (0.000364 seconds) 
Computing Prefix-sum for CSR index ... done. (0.003655 seconds) 
Constructing NUMA-aware CSR graph ... done. (0.068494 seconds) 
Sorting CSR values without duplication ... 
   found and extracts 276312 (0.132 %) duplicated edges in Forward-graphs 
   found and extracts 276312 (0.132 %) duplicated edges in Backward-graphs 
done. (0.053454 seconds) 
G = { 
    G[0] = (FG: n=65536, m=1819882), (BG: n=65536 (off=   0), m=1819882 (n/N=100.0%, m/M=86.8%)) 
} = (N= 65536 nodes, M= 2096194 edges) 
done. 
 
Sorting edge list ... 
    Ite. 01 of 10 sorting 104858 edges (Elapsed: 0.008706 s, 0.008706 s, 1.204421e+07 E/s) 
    Ite. 02 of 10 sorting 209716 edges (Elapsed: 0.017373 s, 0.008660 s, 2.421708e+07 E/s) 
    Ite. 03 of 10 sorting 314574 edges (Elapsed: 0.026051 s, 0.008665 s, 3.630363e+07 E/s) 
    Ite. 04 of 10 sorting 419432 edges (Elapsed: 0.034673 s, 0.008612 s, 4.870232e+07 E/s) 
    Ite. 05 of 10 sorting 524290 edges (Elapsed: 0.044799 s, 0.010107 s, 5.187374e+07 E/s) 
    Ite. 06 of 10 sorting 629148 edges (Elapsed: 0.053712 s, 0.008876 s, 7.088315e+07 E/s) 
    Ite. 07 of 10 sorting 734005 edges (Elapsed: 0.062484 s, 0.008750 s, 8.388665e+07 E/s) 
    Ite. 08 of 10 sorting 838862 edges (Elapsed: 0.071179 s, 0.008686 s, 9.657825e+07 E/s) 
    Ite. 09 of 10 sorting 943719 edges (Elapsed: 0.079881 s, 0.008687 s, 1.086355e+08 E/s) 
    Ite. 10 of 10 sorting 1048576 edges (Elapsed: 0.088565 s, 0.008674 s, 1.208886e+08 E/s) 
done. (0.088585 seconds) 
 
Finished construction (0.313303 seconds). 
MemoryUsage = 0.04 GB (47710208 bytes) 
LocalMemoryUsages = { 
  NUMA[0] 45.5 MB 
} 

Sorting edge list for 
speed-up of validation  

Constructing CSR graph 



Execution log 
3.  Executing 64 BFSs 
NUMA-optimized BFS (alpha=64, beta=4) ... 
    BFS( G(n=        65536, m=      2096194), s=         1469 ) 
#  i= 01, s= 1469, maxdist= 5, time_s= 0.002456, trav_e= 1048569, teps= 4.269091e+08 
# Lv  algorithm   trav(ms)  swap(ms)          QF         Trav    Trav/QF 
* -1  init(min)      0.064     0.015 
* -1  init(max)      0.064     0.015 
*  0    TopDown      0.078     0.116           1           25         25 
*  1   BottomUp      0.834     0.026          25       528009    21120.4 
*  2   BottomUp      0.402     0.031        8344        38855    4.65664 
*  3   BottomUp      0.111     0.065       36611         1821  0.0497391 
*  4    TopDown      0.135     0.000        1801         2055    1.14103 
*  5    TopDown      0.159     0.000           6            6          1 
$         Total      1.719     0.238       46788       570771 
! trav: 1.719 ms, 70.0 %, swap: 0.238 ms, 9.7 %, init: 0.079 ms, 3.2 %, other: 0.421 ms, 17.1 % 
# 
# Local-neighbor-queue 
# Lv  algorithm      QN[000] 
*  0    TopDown           25 
*  1   BottomUp         8344 
*  2   BottomUp        36611 
*  3   BottomUp         1801 
*  4    TopDown            6 
*  5    TopDown            0 
#         total        46787 
# 
# Local-traversal-edges 
# Lv  algorithm    Trav[000] 
*  0    TopDown           25 
*  1   BottomUp       528009 
*  2   BottomUp        38855 
*  3   BottomUp         1821 
*  4    TopDown         2055 
*  5    TopDown            6 
#         total       570771 
validating BFS tree ... (Tree:0.011s) ... (Tree2:0.000s) ... done (0.01 seconds) 
#  i= 01, s= 1469, maxdist= 5, time_s= 0.002456, trav_e= 1048569, teps= 4.269091e+08 

Number of traversed edges 
on each NUMA node at each level 

Number of next frontier nodes 
on each NUMA node at each level 

•  Search-direction 
•  CPU times and traverse and swap 
•  frontier-size and #traversed-edges 

on each NUMA node at each level 

BFS-ID, Source vertex, Maximum level, 
         CPU time of BFS in seconds, #Traversed-edges, TEPS 

TEPS = trav_e / time_s 



Execution log 
4.  Graph500 results 
SCALE:                          16 
edgefactor:                     16 
nvtx:                           65536 
terasize:                       1.67772159999999997e-05 
A:                              5.70000000000000021e-02 
B:                              1.89999999999999995e-02 
C:                              1.89999999999999995e-02 
D:                              5.00000000000000010e-03 
generation_time:                1.69003963470458984e-01 
construction_time:              3.13302993774414062e-01 
nbfs:                           64 
 
 .... 

Parameters 
•  SCALE and edgefactor (=16) 
•  Initial matrix (A,B,C,D) for 

Kronecker  generator 
•  Number of sources (=64) 

 
 .... 
 
min_time:                       0.0023191 
firstquartile_time:             0.00245941 
median_time:                    0.00280106 
thirdquartile_time:             0.00987935 
max_time:                       0.0562453 
mean_time:                      0.0100472 
stddev_time:                    0.0143069 
min_nedge:                      1048569 
firstquartile_nedge:            1048569 
median_nedge:                   1048569 
thirdquartile_nedge:            1048569 
max_nedge:                      1048569 
mean_nedge:                     1048569 
stddev_nedge:                   0 
min_TEPS:                       1.86428e+07 
firstquartile_TEPS:             1.06137e+08 
median_TEPS:                    3.74347e+08 
thirdquartile_TEPS:             4.2635e+08 
max_TEPS:                       4.52145e+08 
harmonic_mean_TEPS:             1.04364e+08 
harmonic_stddev_TEPS:           1.87233e+07 
min_validate:                   0.0108559 
firstquartile_validate:         0.0109969 
median_validate:                0.0111861 
thirdquartile_validate:         0.0133055 
max_validate:                   0.0163701 
mean_validate:                  0.0121689 
stddev_validate:                0.00148899 
 

TEPS scores 

BFS Times 

Traversd edges 

Validation times •  SCALE = 16 
•  edgefactor=16 
•  Medtian TEPS = 374.3 MTEPS 

Submit to Graph500 with 



Performance comparison 
•  Median GTEPS (=109 TEPS) on a NUMA-based server 

–  GCC 4.4.7 
–  4-way Intel Xeon E5-4640 2.40GHz and 512 GB RAM 

Table: Performance comparison of reference code and our implementation on
SandyBridge-EP

Scale Reference code Graph500-BD2013 Speedup
20 0.358 4.578 12.8x
21 0.233 6.317 27.1x
22 0.101 8.433 83.7x
23 0.129 10.023 77.6x
24 0.123 10.829 88.3x
25 0.107 11.155 104.4x
26 0.097 11.149 114.9x
27 0.087 10.854 124.5x
28 – 9.887 –
29 – 9.393 –

Segmentation fault 

100+ faster! 

＜ 



TUTORIAL 
NETAL for Graph Analysis 



Tutorial of NETAL (1) 

$ tar zxvf netal-1.51-coatwork.tar.gz && cd netal-1.51-coatwork && make 
0. Build on Linux and OSX 

※ We strongly recommend to use Homebrew-GCC or Macports-GCC on OSX 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 1.00 -o out_uB.sp 
1. Computes Betweenness centrality 



Tutorial of NETAL (1) 
0. Build on Linux and OSX 

※ We strongly recommend to use Homebrew-GCC or Macports-GCC on OSX 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 1.00 -o out_uB.sp 
1. Computes Betweenness centrality 

p sp 9 12 
a 1 2 2 
a 1 3 5 
a 1 4 3 
a 2 5 8 
a 3 7 1 
a 4 7 2 
a 4 9 6 
a 5 3 4 
a 5 6 6 
a 6 8 7 
a 7 8 9 
a 9 8 2 

sample.gr (DIMACS format graph) 

This graph contains 
 9 nodes and 12 edges 

Each line describes 
a directed  weighted edge; 
(Tail-ID, Head-ID, Weight) 

※ Index starts from 0 

http://www.dis.uniroma1.it/
challenge9/format.shtml 

$ tar zxvf netal-1.51-coatwork.tar.gz && cd netal-1.51-coatwork && make 



Tutorial of NETAL (1) 
0. Build on Linux and OSX 

※ We strongly recommend to use Homebrew-GCC or Macports-GCC on OSX 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 1.00 -o out_uB.sp 
1. Computes Betweenness centrality 

p sp 9 12 
a 1 2 2 
a 1 3 5 
a 1 4 3 
a 2 5 8 
a 3 7 1 
a 4 7 2 
a 4 9 6 
a 5 3 4 
a 5 6 6 
a 6 8 7 
a 7 8 9 
a 9 8 2 

sample.gr (DIMACS format graph) 

This graph contains 
 9 nodes and 12 edges 

Each line describes 
a directed  weighted edge; 
(Tail-ID, Head-ID, Weight) 

※ Index starts from 0 

http://www.dis.uniroma1.it/
challenge9/format.shtml 

Accuracy 
1.00 … exact 

u … unweighted 
B … Betweenness centrality 

$ tar zxvf netal-1.51-coatwork.tar.gz && cd netal-1.51-coatwork && make 



Tutorial of NETAL (1) 
0. Build on Linux and OSX 

※ We strongly recommend to use Homebrew-GCC or Macports-GCC on OSX 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 1.00 -o out_uB.sp 
1. Computes Betweenness centrality 

p sp 9 12 
a 1 2 2 
a 1 3 5 
a 1 4 3 
a 2 5 8 
a 3 7 1 
a 4 7 2 
a 4 9 6 
a 5 3 4 
a 5 6 6 
a 6 8 7 
a 7 8 9 
a 9 8 2 

sample.gr (DIMACS format graph) 

This graph contains 
 9 nodes and 12 edges 

Each line describes 
a directed  weighted edge; 
(Tail-ID, Head-ID, Weight) 

※ Index starts from 0 

http://www.dis.uniroma1.it/
challenge9/format.shtml 

Accuracy 
1.00 … exact 

u … unweighted 
B … Betweenness centrality 

p sp 9 12 
l Betweenness 
L edge Betweenness 
c 
d 1 0 
d 2 2 
d 3 2.83333 
d 4 2.16667 
… 
e 1 2 3 
e 1 3 1.83333 
e 1 4 3.16667 
e 2 5 7 
e 3 7 4.83333 
… 

out_uB.sp (NETAL format) 
This graph contains 
 9 nodes and 12 edges 

(Node-ID, BC-score) 

(Tail-ID, Head-ID, Edge-BC-score) 

$ tar zxvf netal-1.51-coatwork.tar.gz && cd netal-1.51-coatwork && make 



Tutorial of NETAL (2) 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 1.00 -o out_uB.sp 
Betweenness centrality（Exact） 

$ OMP_NUM_THREADS=8 ./netal -i data/sample.gr -z cent wmCGSBD 1.00 -o out.sp 

Multiple centrality 

$ ./netal -i data/sample.gr -t dimacs -z cent uB 0.10 -o out_uB.sp 
Betweenness centrality（10%-approx. using random sampling of source vertices） 

2 Graph processing

2.1 Shortest-paths

Single-Source Shortest-Paths for weighted graph In the SSSP problem, one is given a directed
graph G = (V,E), a non-negative arc weight function ℓ : E → R+, and a source node s, and the goal
is to find shortest paths from s to all other nodes v ∈ V in the graph. The shortest paths obtained
are represented by the distance dG(s, v) and predecessors πs(v) for each node v ∈ V .

Breadth-first search for unweighted graph In contrast, in the breadth-first search (BFS), one
is given only the directed graph G = (V,E) and source s, and the outputs are the distance (number
of hops) dG(s, v) and predecessors πs(v) of the shortest paths from s to all other nodes v ∈ V .

2.2 Centrality

The centrality of each node is defined by using shortest paths as follows: first, for the directed graph
G = (V,E) and s, t ∈ V , denote dG(s, t) as the shortest (s, t)-path distance. Let σst be the number of
shortest (s, t)-paths, and let σst(v) be the number of shortest (s, t)-paths on which v lies. If s = t, let
σst = 1, and if v ∈ {s, t}, let σst(v) = 0.

The centrality metrics based on shortest paths are called Closeness CC , Graph CG, Stress CS , and
Betweenness CB. If a graph has an arc weight function ℓ(e), e ∈ E, the corresponding centrality are
called weighted. And the centrality metrics based on degree are called Degree CD (Table 1). It use
the out-degree degG(v) = |{(v, w) ∈ E | w ∈ V }| for each vertex v.

Table 1: Centrality metrics

Closeness [1] CC(v) =
1

∑
t∈V dG(v, t)

Graph [2] CG(v) =
1

maxt∈V dG(v, t)

Stress [3] CS(v) =
∑

s̸=v ̸=t∈V
σst(v)

Betweenness [4] CB(v) =
∑

s ̸=v ̸=t∈V

σst(v)

σst

Degree [5] CD(v) =
∑

v∈V
degG(v)

2.3 Performance of NETAL

Table 3 and 4 shows the performance of NETAL for all-pairs shortest-paths and centrality computation
for instances (Table 2) on 4-way Opteron 6174 system with 48 threads parallization based on CPU and
memory affinity. The following results for All-pairs shortest paths are obtained as CC computation
computation, whose computational complexity is equivalent to it.

5

C 

G 

S 

B 

D 

m … computes maximum connected 
components※1 only 
 
u  … computes unweighted centrality 
 
w … computes weighted centrality 

Options 

※1 Using Shiloach-Vishkin algorithm 

Specify number of threads (default: #threads=logical cores on a system) 



Tutorial of NETAL (3) 
$ OMP_NUM_THREADS=8 ./netal -i data/sample.gr -z cent wmCGSBD 1.00 -o out.sp 

c file name: out.sp 
c instance name: sample.gr 
c created: Mon Feb  9 23:51:36 2015 
c 
p sp 9 12 
c 
c centrality (mwBCDGS, acc=100.000000%, weighted, random sampling) (|Vs|=9, exact) 
c diameter is 21 (s=1) 
c 
l Closeness 
l Degree 
l Graph 
l Betweenness 
l Stress 
L edge Betweenness 
L edge Stress 
c 
d 1 1.18033 3 0.5 0 0 
d 2 1.05882 1 0.380952 3 3 
d 3 6.54545 1 0.8 6 6 
d 4 4.5 2 1 2 2 
… 
e 1 2 0 0 
e 1 3 0 0 
e 1 4 3 3 
e 2 5 6 6 
e 3 7 8 8 
e 4 7 0 0 
e 4 9 4 4 
… 

L-line describes edge label 

Centrality scores for each node 
d <Node-ID> Closeness Degree Graph Betweenness Stress 

Centrality scores for each edge 
e <Tail-Node> <Head-Node> edge-Betweenness edge-Stress 

c-line is a comment line out.sp 

l-line describes node label 



Examples: Digraph with 9 nodes and 12 edges 

Input digraph Closeness 

Degree 

Graph 

Betweenness Stress 



Degree centrality 

Input digraph 
•  9 nodes and 12 edges 

Degree centrality 
•  Number of outgoing edges 

#outgoing 
       edges = 3 

Importance 
low high 



Closeness centrality 

Input digraph 
•  9 nodes and 12 edges 

Closeness centrality 

Importance 
low high 

Graph Centrality

Table: Graph Centrality

Name Definition

Closeness CC (v) = n(n −1)∑
t∈V dG(v , t)

Graph CG(v) = n −1
maxt∈V dG(v , t)

Stress CS(v) =
∑

s!v!t∈V
σst(v)

Betweenness CB(v) =
∑

s!v!t∈V

σst(v)
σst

Y. Yasui (Kyushu U.) Graph centrality using NETAL 1 / 1



Betweenness centrality 

Input digraph 
•  9 nodes and 12 edges 

Betweenness centrality 

中心性指標 (USA-road-d.LKS.gr (n = 2.76M, m = 6.89M))

• NETAL は 4 種類の中心性指標 CC ,CG ,CS ,CB を計算する
• 重みの考慮なし中心性 (左図, n-BFS で 19.4 時間)

• 重みの考慮あり中心性 (右図, n-Dijkstra で 22.8 時間)

• GraphCT は枝長を考慮しない BC のみに 20.6 日間要する (4-way Opteron 6174)

(a) closeness CC (v) =
1

∑
t∈V dG (v , t)

(b) graph CG (v) =
1

maxt∈V dG (v , t)

(c) stress CS (v) =
∑

s ̸=v ̸=t∈V

σst(v) (d) betweenness CB (v) =
∑

s ̸=v ̸=t∈V

σst(v)

σst

1 / 1

Importance 
low high 



TUTORIAL 
Appendix for ULIBC 



ULIBC on Virtual- and Real-Machine  
•  ULIBC 

–  Detects processor topology at runtime 
–  Constructs CPU and memory affinities automatically 
–  Available at https://bitbucket.org/yuichiro_yasui/ulibc 

$ make CC=gcc-5 ULIBCDIR=./ULIBC_v1.10_dummy/ 

$ make CC=gcc-5 ULIBCDIR=./ULIBC_v1.10/ 

•  How to build 
–  on Virtual Machine (CO@Work) 

–  on Real Machine 



l  Multiple nodes and multiple processes
l  Multiple CPUs (K computer, TSUBAME 2.0, Fujitsu FX10, TSUBAME 

KFC) 
l  38621.4GTEPS, 1st  position in 10th Graph500 list

l  Multiple CPUs and GPUs (TSUBAME 2.0 & TSUBAME KFC)
l  317GTEPS, 4th position in 4th Graph500 list 
l  6.72GTEPS/kW, 1st position in 2nd  Green Graph500 list (Big) 

l  Single node and single process
l  NUMA optimized and multiple threads (SGI Altix UV2000, 4-way Intel 

Xeon server)
l  174.7GTEPS, 40th position in 10th Graph500 list (world fastest 

implementation for single node
l  Multiple threads and power efficient (Android tablet, Android based 

smart phone)
l  153.2 GTEPS/kW, 1st position in 2nd Green Graph500 list (Small) 

Our implementations for Graph500 and Green Graph500



2D Hybrid BFS [Beamer, ’13] 

1 Dec 2014 69 

}  2D partitioning of the adjacency matrix for the graph 

}  Each partitioned region is assigned to a processor 
places on the 2D mesh. 
}  Locality is better in 2D partitioning 
}  1D partitioning requires all-to-all communication among 

all the processes. 
}  Our implementation is based on this method. 

[Beamer, ’13] Scott Beamer, et. al. Distributed Memory Breadth-First Search Revisited: Enabling Bottom-Up Search. 
IPDPSW '13. 



Efficient Hybrid Search with 2D Partitioning 

}  Our approach is based on the 
Top-down and bottom-up hybrid 
search BFS. [Beamer2011, 2012] 

}  We realized the hybrid search 
without any increase of memory 
footprint. 
}  Graph data is shared between two 

search directions. 

}  Overlapped communication with 
computation. 
}  Both top-down and bottom-up utilize 

overlapping communication. 

Bottom-up 

Top-down 

Sharing the same graph data between 
two direction search. 

: Graph data owned by a single processor 
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Top 1
K-computer
TSUBAME 2.5 (2.0)
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SGI UV2000
TSUBAME-KFC
4-way Xeon server
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17977 19585
38621

8.2 10.5 11.1

31.6
45.7 55.7 57.6

131.4 174.7 174.7

44.0 104.3 104.3 104.3

Our achievements in  
Graph500 

1 Dec 2014 71 

K computer is #1 

K computer 

First submission 
using K computer 

#4 #4 #4 
#1 #2 

#1 

K computer is #1 again!! 

Current list 

TSUBAME 2.x 

FX10  

TSUBAME-KFC SGI UV2000 CPU only 

CPU + GPU 



The	  Graph500	  	  
	  K	  Computer	  and	  TSUBAME	  2.0	  &	  2.5 

List Rank GTEPS Implementation 

November 2011 4 99.858 Top-down only 

June 2012 4 317.09 CPU+ GPU 

November 2012 20 462.25 CPU + GPU 

July 2015 12 1345 Efficient hybrid 

99.858 

317.09 

462.25 
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Graph500 ranking history for 
TSUBAME2.0 and 2.5 

BFS performance on 
TSUBAME2.0 and 2.5 

*Every score is obtained using TSUBAME2.0 1366 nodes or 
TSUBAME 2.5 1024 nodes 

Graph500 ranking history for 
K Computer 

List Rank GTEPS Implementation 

November 2013 4 5524.12  Top-down only 

June 2014 1 17977.05 Efficient hybrid 

July 2015 1 38632.4 Efficient hybrid & 
 Zero-degree suppression & Vertex sorting  



The 10th Graph500 List : The winner is K computer 
Scale 40 : 38621.4 GTEPS (July 2015)   



We	  have	  published	  a	  press	  release	  about	  Graph500	  benchmark	  :	  	  	  
2015/07/14　：　h`p://www.riken.jp/en/pr/topics/2015/20150715_1/	



=============	  Result	  ==============	  
SCALE:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  40	  
edgefactor:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  16	  
NBFS:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  64	  
graph_genera:on:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  197.379	  
num_mpi_processes:	  	  	  	  	  	  	  	  	  	  	  	  	  	  82944	  
construc:on_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  	  609.395	  
min_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  0.395321105141	  
firstquar:le_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  0.409624118358	  
median_Gme:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  0.455501377815	  
thirdquar:le_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  0.566996186739	  
max_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.95167534612	  
mean_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  0.562004323256	  
stddev_:me:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  0.311699826145	  
min_nedge:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
firstquar:le_nedge:	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
median_nedge:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
thirdquar:le_nedge:	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
max_nedge:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
mean_nedge:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.7592103987e+13	  
stddev_nedge:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  0	  
min_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  9.01384752422e+12	  
firstquar:le_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  3.10268470903e+13	  
median_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  3.86214067477e+13	  
thirdquar:le_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  4.29469437914e+13	  
max_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  4.45007963348e+13	  
harmonic_mean_TEPS:	  	  	  	  	  	  	  	  	  	  	  	  	  3.1302435335e+13	  
harmonic_stddev_TEPS:	  	  	  	  	  	  	  	  	  	  2.18728188393e+12	  
min_validate:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  43.201660905	  
firstquar:le_validate:	  	  	  	  	  	  	  	  	  43.4925568579	  
median_validate:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  44.3293765394	  
thirdquar:le_validate:	  	  	  	  	  	  	  	  	  45.4055157886	  
max_validate:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  50.040661654	  
mean_validate:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  44.6539914012	  
stddev_validate:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  1.39768976422	  

The	  10th	  Graph500	  List	  :	  
The	  winner	  is	  K	  

computer	  
Scale	  40	  :	  38621.4	  
GTEPS	  (July	  2015) 	  	
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Data Source	

Data Source	

Large Sensor	
•  Monitoring Data 
•  Smart Grid 
•  Traffic 

Transportation 
•  SNS (Twitter) 

Visualization	

Indexing 

Centrality 

Clustering 

Shortest 
Path 

Connected 
Component 

Page 
Rank 

Mathematical 
Optimization 

Multi-thread Library�Streaming 
Processing System �

Graph Processing Graph Analysis and 
Optimization Library	

Post-petascale or Exascale Supercomputer �

 　 　 Hierarchical Graph Store	

Protection against	
disasters	

Traffic・Transportation 
 Network	

Large Scale 	
Social Networks	Smart Grid	

Extremely Large-scale Graph Analysis System�



	  SoEware	  stacks	  for	  an	  extremely	  large-‐scale	  graph	  analysis	  system	

•  Hierarchal	  Graph	  Store:	  	  
•  U:lizing	  emerging	  NVM	  devices	  as	  extended	  semi-‐

external	  memory	  volumes	  for	  processing	  
extremely	  large-‐scale	  graphs	  that	  exceed	  the	  
DRAM	  capacity	  of	  the	  compute	  nodes	  

•  Design	  highly	  efficient	  and	  scalable	  data	  offloading	  
techniques,	  PGAS-‐based	  I/O	  abstrac:on	  schemes,	  
and	  op:mized	  I/O	  interfaces	  to	  NVMs.	  

•  Graph	  Analysis	  and	  OpGmizaGon	  
Library:	  	  

•  Perform	  graph	  analysis	  and	  search	  algorithms,	  
such	  as	  the	  BFS	  kernel	  for	  Graph500,	  on	  mul:ple	  
CPUs	  and	  GPUs.	  Implementa:ons,	  including	  
communica:on-‐avoiding	  algorithms	  and	  
techniques	  for	  overlapping	  computa:on	  and	  
communica:on,	  are	  needed	  for	  these	  libraries.	  	  

•  Finally,	  we	  can	  make	  a	  BFS	  tree	  from	  an	  arbitrary	  
node	  and	  find	  a	  shortest	  path	  between	  two	  
arbitrary	  nods	  on	  extremely	  large-‐scale	  graphs	  
with	  tens	  of	  trillions	  of	  nodes	  and	  hundreds	  of	  
trillions	  of	  edges.	  

•  Graph	  Processing	  and	  
VisualizaGon:	  	  

•  We	  aim	  to	  perform	  an	  interac:ve	  opera:on	  for	  
large-‐scale	  graphs	  with	  hundreds	  of	  million	  of	  
nodes	  and	  tens	  of	  billion	  of	  edges.	



Somware	  CollecGons	  in	  GraphCREST	

SoEware	  stack 
ScaleGraph	  Library	

http://www.scalegraph.org/	  

Highly	  Scalable	  Large	  Scale	  Graph	  
Analy:cs	  Library	  beyond	  the	  scale	  of	  	  
billions	  of	  ver:ces	  and	  edges	  on	  
Distributed	  	  Systems	  	  
	
•  Based	  on	  our	  extended	  X10	  

–  X10	  is	  a	  new	  parallel	  distributed	  
programming	  language.	  

•  Fully	  u:lizing	  MPI	  collec:ve	  
communica:on	  

•  Na:ve	  support	  for	  hybrid	  (MPI	  and	  mul:-‐
threading)	  parallelism	  

High-‐Performance	  General	  Solver	  
for	  Large-‐scale	  OpGmizaGon	  
Problems	

http://www.graphcrest.jp/eng/	  

SDPARA	  is	  a	  parallel	  implementa:on	  on	  
mul:ple	  CPUs	  and	  GPUs	  for	  solving	  extremely	  
large-‐scale	  Semidefinite	  programming	  
problems.	  SDPARA	  can	  also	  perform	  parallel	  
Cholesky	  factoriza:on	  using	  thousands	  of	  GPUs	  
and	  techniques	  to	  overlap	  computa:on	  and	  
communica:on.	  SDPARA	  also	  achieved	  1.713	  
PFlops	  in	  double	  precision	  for	  large-‐scale	  
Cholesky	  factoriza:on	  using	  4,080	  GPUs	  on	  
TSUBAME	  2.5	  supercomputer.	  

Parallel	  Algorithm	  of	  Cholesky	  Factoriza:on	  
GPU	  computa:on,	  PCI-‐e	  communica:on,	  and	  	  

MPI	  communica:on	  are	  overlapped	



High-‐Performance	  General	  Solver	  for	  Extremely	  
Large-‐scale	  Semidefinite	  Programming	  Problems	

1. Mathematical	 Programming：	 one	 of	 the	 most	 important	 mathematical	 programming	 	 
2. Many	 Applications：	 combinatorial	 optimization,	 control	 theory,	 structural	 optimization,	 
quantum	 chemistry,	 sensor	 network	 location,	 data	 mining,	 etc.	 

•  SDPARA is a parallel implementation of the interior-point method for Semidefinite Programming 
Parallel computation for two major bottlenecks 	

•  ELEMENTS ⇒ Computation of  Schur complement matrix (SCM)	
•  CHOLESKY ⇒ Cholesky factorization of Schur complement matrix (SCM)	

•  SDPARA could attain high scalability using 16,320 CPU cores on the TSUBAME 2.5 supercomputer 
and some techniques of processor affinity and memory interleaving when the computation of SCM 
(ELEMENTS) constituted a bottleneck. 	

•  With 4,080 NVIDIA GPUs on the TSUBAME 2.0 & 2.5 supercomputer, our implementation achieved 
1.019 PFlops(TSUBAME 2.0) & 1.713PFlops(TSUBAME 2.5) in double precision for a large-scale 
problem (CHOLESKY) with over two million constraints.	

Parallel	  Algorithm	  of	  Cholesky	  Factoriza:on	  
GPU	  computa:on,	  PCI-‐e	  communica:on,	  and	  	  

MPI	  communica:on	  are	  overlapped	

1.713PFLOPS(DP) 
with 4080GPUs!!	



ScaleGraph : Large-Scale Graph Analytics Library 

ScaleGraph 
Application 
Executable	

X10 Runtime	

Computer Cluster	

X10 programmer 

X10 
Graph  

program 
code	

GraphStore(s)	

X10 Standard API	

X10 C++ Compiler	

Third party 
libraries	

ScaleGraph 
Library	

calls 

uses 

uses 
uses 

outputs uses 

communication 

communication 

creates 

§  Aim - Create an open source X10-
based Large Scale Graph Analytics 
Library beyond the scale of  
billions of vertices and edges. 

§  Objectives 
–  To define concrete abstractions for 

Massive Graph Processing 
–  To investigate use of X10 (I.e., PGAS 

languages) for massive graph processing 
–  To support significant amount of graph 

algorithms (E.g., structural properties, 
clustering, community detection, etc.) 

–  To create well defined interfaces to Graph 
Stores 

–  To evaluate performance of each 
measurement algorithms and applicability 
of ScaleGraph using real/synthetic graphs 
in HPC environments. 

URL: http://www.scalegraph.org/	



Graph	  Analysis	  &	  High-‐Performance	  
CompuGng	  Techniques	  	  
for	  Realizing	  Urban	  OS	

Katsuki	  Fujisawa	  
Hisato	  Matsuo	

82�



Urban	  Issues/Challenges	

・Energy  issues�
・Environment,  water,�
      sanitation  &  hygiene�
・Disaster  control�

・Population  decline�
・Low  birth  rate  &  rapid  aging�
・Urban  concentration�

・Traffic  problems�
・Means  of  mobility�
・Information  access�

・Globalization�
・Diversity�
・Information  divide�

・Finance�
・Industrial  promotion�
・Gov.  administration�
・Education/Welfare�
・Innovation�



Urban	  OS	  provides	  three	  Mobility’s	
Anyone  can  access  …  anytime,  anywhere�

Urban  OS�

People/Materials  
mobility�

on-demand  and  
effective  transportation�

Energy  mobility�
secured  energy  supply�

Information  mobility�
appropriate  information�



Three	  Mobility’s	  lead	  sustainable	  society	

People/
Material	  
Mobility	  

InformaGon	  
Mobility	  

Energy	  
Mobility	  

Efficient	  &	  
opGmized	  

Infrastructure	  

CreaGve	  
Community	  

Efficient	  &	  
flexible	  
Energy	  



Urban	  OS	  Func:ons	

Event	  secu-‐	  
rity	  plan	  

Complaint	  
response	  

Traffic	  
informa:on	  

Urban 
OS 

Flexible	  energy	  
demand	  response	  

Effec:ve	  eva-‐	  
cua:on	  plan	  

Smart	  traffic	  
control	  

Traffic	  
data	  

Weather/	  
Disaster	  data	  

Gov./Public	  
data	  

Energy	  
data	  

Person	  
data	  

Open	  Data	  

Informa:on	  
Feedback	  

Co-evolutional 
Society 

Cross-‐u:liza:on	  of	  various	  
data	  

Automa:c	  op:miza:on,	  
control	  &	  bo`leneck	  analysis	  

Open	  platorm	  for	  
social/public/commercial	  

applica:ons	  

Big	  data	  /	  Open	  data	  
Sensor	  Network	  

Application Service 

Optimization/Analytic 

Data Store 

Data 

Open	  plaqorm	  for	  advanced	  urban	  services	  



How	  data	  are	  processed	  in	  Urban	  OS	



Required	  Technology	  for	  Urban	  OS	



Real-‐:me	  Emergency	  Evacua:on	  Planning	  	
•  catastrophic	  disasters	  by	  massive	  earthquakes	  are	  increasing	  in	  the	  

world,	  and	  disaster	  management	  is	  required	  more	  than	  ever	  	  
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Universally	  Quickest	  Flow(UQF)	  à	  Not	  simulaGon	  But	  OpGmizaGon	  Problem	  	  
	  UQF	  simultaneously	  maximizes	  the	  cumula:ve	  number	  of	  evacuees	  at	  an	  arbitrary	  :me.	  
Evacua:on	  planning	  	  can	  be	  reduced	  to	  UQF	  of	  a	  given	  dynamic	  network.	  	  
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North area of Osaka City, 
Japan	

Graph	  Size 
# of nodes : 2,933 
# of edges : 8,924 

Tsunami	  will	  come	  	  
from	  the	  west	



Project	  Schedule	

　	

2013 2014	 2015	 2016	 2017	 2018	 2019	 2020	 2021	

Showcase	  
Events	

　	 　	 　	 　	 　	 　	 　	 　	 　	

People/Materials	  
mobility	  
CPS-‐MP	

　	 　	 　	 　	 　	 　	 　	 　	 　	

Energy	  
mobility	  

　	 　	 　	 　	 　	 　	 　	 　	 　	

Informa:on	  
mobility	  

　	 　	 　	 　	 　	 　	 　	 　	 　	

Innova:on	  
unit	  

ＴＭＳ	  
satellite	

ＥＭＳ	  
satellite	

June	  24th	  2016 July	  24th	  2020 
Lions	  Clubs	  
InternaGonal	  
ConvenGon	  
（Fukuoka） 

Tokyo	  
Olympic	  

1st	  phase 2nd	  phase 3rd	  phase 

Center	  for	  the	  co-‐evolu:onal	  social	  system
s 

Mathema:cs	  modeling	  simula:on 

CPS	  &	  Big	  data	  
Platorm	  structure 

CPS	  &	  Big	  data	  
Platorm	  test・evalua:on 

Elemental	  technology・Evalua:ng	  method	  establishment	  
・Materials	  development	  

Process	  technical	  development Demonstra:on	  of	  the	  device	  and	  display 

Flexible	  board	  response,	  organic	  semiconductor	  sensing,	  Energy	  device	  test・evalua:on 

Platorm	  social	  implementa:on 

Produc:on	  device	  business	  setup 

Display・System	  trial	  manufacture・	  
Demonstra:on 

Device	   technical	  	  development	  
Considera:on	  	  of	  	  	  the	  	  system	  	  for	  	  mobility	  

Science	  technology	  and	  innova:on	  policy 

SMMM	  system,	  ICTP,	  	  
Urban	  design	  method	  development 

All	  sorts	  of	  Saving	  energy	  raw	  materials・System	  development・evalua:on 

Plan	  design	  and	  Implementa:on	  for	  Japanese	  Green	  deal 

SMMM	  system,	  ICTP,	  	  
Urban	  design	  method	  test 

SMMM	  system,	  ICTP,	  	  
Urban	  design	  method	  to	  social	  

implementa:on 



Partnership	

Ｆｕｋｕｏｋａ	

Ｙｏｋｏｈａｍａ	

Kaiserslautern	



Our	  Goal	

n  Urban	  OS	  as	  an	  open	  platorm	  of	  data	  aggrega:on	  
Ø  big	  data	  /	  open	  data	  /	  sensor	  data	  /	  linked	  data	  

n  Urban	  OS	  as	  an	  advanced	  op:miza:on	  /	  analy:c	  
platorm	  u:lizing	  HPC	  based	  graph	  analysis	  experience	  

n  Urban	  OS	  as	  an	  applica:on	  platorm	  to	  delightedly	  
support	  start-‐ups.	  


